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Abstract

People make mistakes. In an ideal world, peer review would identify such mistakes before
publication. Unfortunately, errors in published proofs persist because the depth of scrutiny
that individual proofs receive during peer review is constrained by reviewer availability and
review volume. Authors have the strongest incentive to catch such issues before submission. This
paper introduces Proofreader, an open-source Claude Code plugin for adversarial pre-submission
self-review of formal proof-based papers: it audits proofs, hunts counterexamples agentically,
and stress-tests findings via an independent defender / arbiter chain to avoid hallucinating
counterexamples. This is illustrated with a case study in which Proofreader, applied retrospectively,
independently identified a flaw in an ILP schedulability formulation that the author has since
acknowledged via errata.

1 Motivation

Errors in formal real-time-systems proofs are an inevitable consequence of the complexity of the
analysis. Chen et al.’s review of self-suspending task analysis [1] catalogued dozens of correctness
issues across a single narrow subfield, illustrating that flaws in published real-time-systems papers
can accumulate faster than ad-hoc community correction may address them. Their persistence can
cost the community because downstream papers inherit and potentially amplify the defect.

Because of the long-term impact of published errors, authors have the strongest incentive to
catch defects before submission. An author running an LLM-based self-review on their own draft
has every reason to want the harshest plausible feedback the tool can provide; the alternative is
having those same flaws exposed later by reviewers, or, worse, by peers after publication. It is
therefore desirable to have an automated proofreading tool that authors can run locally on their own
manuscripts before submission to catch inadvertent errors, ranging from minor typos to fundamental
contradictions of the paper’s own claims.

Recent advances in LLM capabilities offer a promising path toward this goal. When augmented
with agentic frameworks, LLMs can write and execute code, reason over complex logic, and
iteratively refine their findings, enabling a more rigorous evaluation of theoretical claims than
single-shot LLM critiques. For example, an OpenAl reasoning model recently disproved the famous
Erdés unit distance conjecture by constructing a counterexample utilizing advanced algebraic
number theory [2], demonstrating the power of automated reasoning to identify mathematical
counterexamples. Motivated by these capabilities, we introduce Proofreader,! an open-source
Claude Code plugin that informally audits formal proofs as part of an adversarial pre-submission
self-review workflow. By an informal audit, we mean a stochastic, LLM-driven reading of proofs as

IThe name is a deliberate double entendre: the tool proofreads, in the copy-editor’s sense, by reading proofs, in the
formal sense. Proofreader is available at https://github.com/binarybison/proofreader.
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written, in contrast to a formal audit in the sense of a mechanized proof checker such as Lean, Rocq,
or Isabelle. A formal audit certifies the absence of defects in a fully translated proof; an informal
audit screens for the kinds of issues an alert human co-author might catch — algebraic errors,
missing preconditions, gaps in case analysis — but is fallible in both directions: it can miss real flaws
and erroneously flag valid arguments. The trade-off is fundamental: formal verification is rigorous
but labor-intensive, requiring proofs be translated into a machine-checkable form; informal auditing
is fallible but cheap enough to apply to every draft of every paper. Proofreader audits proofs, searches
for counterexamples by constructing and executing Python verification scripts, and stress-tests its
own findings via an independent defender/arbiter chain. We illustrate its practical value with a case
study in which it retrospectively identified a flaw in a published integer linear programming (ILP)
schedulability formulation [3] that the author has since acknowledged via errata [4].
Contributions. We make the following contributions:

* We present Proofreader, an open-source Claude Code plugin for adversarial pre-submission
self-review of formal proof-based papers.

* We propose a pipeline design that composes context-sharing skills with context-isolated
subagents, including a defender/arbiter chain that adjudicates audit findings independently of
the original audit’s framing, an agentic counterexample search that constructs and executes
Python verification scripts to produce independently verifiable violating instances, and a
two-axis verdict that separates result truth from proof soundness.

* We catalog empirically derived flaw-pattern families distilled from confirmed issues in our
screening corpus, spanning incorrect formulas, proof gaps, missing preconditions, false inde-
pendence, incomplete case analysis, and quantifier and notation issues.

* We present a retrospective case study in which Proofreader independently identified a missing
totality constraint in a published ILP schedulability formulation [3], a flaw the author has
since acknowledged via errata [4].

We note that Proofreader is not a substitute for human peer review. A paper can be correct,
but correctly derive known results, or have gaps in the experimental methodology (outside the
scope of Proofreader), related work, or many other issues that diligent human reviewers may find
unacceptable for publication. It is therefore our aim to develop a tool that can assist authors in
identifying their own flaws, hopefully before publication, but also in their own prior work. There
may be legitimate arguments for and against including Proofreader in the peer-review process, but
this paper is not opinionated on this matter.

2 Related Work

LLM-based pre-submission and peer-review assistance has accelerated sharply. Google’s Paper
Assistant Tool (PAT) [5], deployed at NeurIPS 2026 via OpenReview and powered by Gemini, is the
closest deployed analog: 35.4% of ICML pilot authors with theoretical work reported PAT identified
theory gaps that took more than an hour to fix. PAT integrates components of ScholarPeer [6], a
multi-agent framework whose technical-soundness component audits “internal logical consistency,
experimental validity, and mathematical rigor” via a Q&A engine. Adjacent prior work spans
AgentReview [7] (multi-agent simulation of peer review as a research artifact), and ReviewerGPT [8]
(single-shot precursor). The Open Proof Corpus [9] separately reports that GPT-5 judges LLM-
generated mathematical proofs at 90.8% accuracy, on par with human judges, providing empirical
headroom for LLM-based proof screening in principle.
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A distinct but related direction is the development of autonomous research generation platforms
and co-scientist systems, such as the Al Scientist [10], Google DeepMind’s Co-Scientist [11], and
Future House’s Robin [12]. While these systems propose multi-agent architectures to automate
scientific discovery, hypothesis generation, and experimental planning, they are designed for open-
ended empirical domains (such as chemistry and biomedicine) rather than adversarial auditing and
verification of mathematical proofs in formal manuscripts.

Proofreader differs from these peer-review assistants and co-scientist platforms along three key
dimensions. First, it is open-source and runs locally as a Claude Code plugin rather than a large-scale,
cloud-orchestrated workflow or external service. Second, it uses a defender/arbiter subagent chain
that enforces context isolation to prevent bias during audit and rebuttal adjudication to minimize
hallucinations and false positives. Third, it constructs concrete counterexamples by executing Python
to solve mathematical constraints, yielding independently verifiable violating instances rather than
relying on LLM-internal reasoning or empirical data analysis.

3 Background: Claude Code Skills and Subagents

Proofreader is implemented as a plugin for Claude Code [13], Anthropic’s command-line agent
harness for the Claude family of large language models. Claude Code exposes four primitives that
Proofreader composes: skills, subagents, slash commands, and plugins. We summarize each, since the
structural distinction between an inline skill and a subagent (in particular, what each can and cannot
see) is what allows the design in Sec. 4 to obtain independent and more rigorously evaluated verdicts
within a single end-user invocation. The user is also free to continue to interact with the agent and
the results of these capabilities, but the design of the tool is such that the core audit workflow can
be easily invoked, without requiring the user to understand or interact with the underlying agentic
capabilities.

A skill is a markdown file containing instructions, optional input/output schemas, and a descrip-
tion that the model consults to decide when the skill applies. When a skill triggers, its contents
are loaded into the active conversation and the model follows them in the same context as the
surrounding interaction. Skills are therefore the natural unit for an inline, context-sharing prompt
template: a skill that audits a proof can be authored, versioned, and refined independently of the
orchestrating code, and its instructions are visible to the user as plain text. A skill shares the full
conversation history of the invoking session, including prior results, attached files, and tool outputs.

A subagent is a separate Claude instance launched by the parent session with a self-contained
task description and a restricted tool subset. The subagent runs in a fresh context, executes its task
(which may involve many tool calls and internal reasoning steps), and returns a single textual report
to the caller. The parent context is not visible to the subagent, and the subagent’s intermediate
work is not visible to the parent. Subagents are the appropriate primitive when an independent
perspective is desired, when context isolation prevents bias, or when a sub-task would otherwise
consume an unacceptable share of the parent’s context window.

A slash command is a user-invocable shortcut, named /command, that expands to a prompt
scripted by the plugin author. Slash commands serve as orchestrators: a single invocation can
sequentially call skills, dispatch subagents, and pass intermediate artifacts between stages. They are
the natural entry point for a multi-stage workflow such as a full proof audit.

A plugin bundles skills, subagent definitions, and slash commands into an installable package
distributed as a git repository, with no language runtime or build step required to install. Proofreader
ships as such a plugin.

The inline/isolated distinction is critical for Proofreader. Inline skills share context where doing



so improves results, as when an audit benefits from the full paper, the prior evaluation, and the
extracted formal results all being immediately available. Subagents withhold context where sharing
it could bias results, such as in reviewing if identified flaws are legitimate or hallucinated.

4 Proofreader Design

Proofreader takes a paper draft (PDF or LaTeX source) as input and produces a directory of self-
contained findings, each consisting of a verdict, supporting evidence, and a brief that an author
can paste directly into a revision-notes document. Internally, the tool structures pre-submission
self-review as a pipeline that emulates the stages of a structured adversarial peer review: intake and
triage of the paper’s claims; deep proof audit on each flagged result; a mechanical counterexample
search; a strongest-defense rebuttal from the author’s perspective; and an impartial arbiter ruling on
the resulting audit/defense pair. Each stage produces a well-defined artifact that becomes the input
to the next, and each stage is placed inline or in a subagent according to whether shared context
with the parent session improves the result (inline) or would bias it (subagent). The remainder
of this section walks the pipeline in execution order, then describes three design decisions that
distinguish Proofreader from a single-shot LLM critique, and the empirically derived pattern families
that ground the audit’s flaw recognition.

4.1 Pipeline stages

Intake (evaluate-paper, inline). The pipeline begins with a full-paper read that produces a structured
inventory: the paper’s claims, theorem and lemma statements, key definitions and notation, and
a per-claim triage score that decides which results warrant deeper scrutiny. This stage runs inline
because every downstream stage benefits from a shared mental model of what the paper is doing.
Its artifact is the evaluation record, a JSON document keyed by formal-result identifier.

Proof audit (audit-proof, inline). For each flagged result, Proofreader runs a deep audit against
the pattern families described below. The audit consumes the evaluation record together with the
verbatim proof text and produces a two-axis verdict that separates result truth (does the conclusion
hold?) from proof soundness (does the argument as written establish it?), together with a localized
description of any flaw and, when applicable, a candidate counterexample sketch. This stage is
inline so the audit can cross-reference earlier results in the same paper without re-reading them.

Counterexample search (find-counterexample, subagent). When the audit produces a coun-
terexample sketch, a fresh subagent receives just the result statement and the sketch. The subagent
iteratively writes and executes Python to construct a concrete instance that violates the claim,
returning either a small, independently verifiable instance, or a structured “no counterexample
found within budget” report. Isolation is essential here for two reasons. First, the subagent should
not be biased by the audit’s narrative around why the proof seems unsound, since that narrative
may itself be wrong. Second, the subagent’s tool-execution traces, which can run to hundreds of
failed attempts, would otherwise dominate the parent context.

Author defense (defend-finding, subagent). An isolated subagent is given the role of the “paper’s
author” and asked to mount the strongest legitimate defense of the flagged result. The subagent
sees the audit’s conclusion but not its detailed reasoning, so its arguments cannot simply mirror the
audit’s framing back at it. With explicit user permission, the subagent may fetch cited references
and companion technical reports to identify deferred proof steps the audit may have missed. Its
artifact is a structured rebuttal that classifies each audit objection as valid, mistaken, or repairable
by a small clarification.



Arbiter ruling (arbitrate-finding, subagent). A third isolated subagent receives the audit, the
counterexample report, and the defense, and renders an impartial verdict. The arbiter never sees the
parent conversation, so it cannot inherit either side’s framing and must evaluate the artifacts on their
own merits. The verdict is one of: true positive (the audit is upheld and a revision is warranted),
false positive (the defense is upheld), or unresolved (the arbiter recommends human review). Only
true-positive and unresolved findings are included in the user’s output directory by default.

Restatement check (verify-restatement, subagent; when applicable). When the paper restates a
theorem from cited prior work, a subagent fetches the original with user permission and compares for
precondition drift (silently dropping an assumption present in the original) or conclusion strengthening
(extending the original bound beyond what was actually proven). This is a common source of
inherited but unattributed flaws and is handled as a parallel sub-pipeline that feeds its own findings
into the arbiter.

Brief (writeup-finding, inline). Each upheld finding is rendered as a self-contained brief in LaTeX
or Markdown. The brief states the issue, the supporting evidence (proof excerpt, counterexample,
restatement diff), the verdict on both axes, and a suggested minimal correction.

4.2 Orchestrators and modes

Three slash commands drive the pipeline. /proofread runs the full chain on a draft PDF or LaTeX
source and is the typical end-user entry point. /stress-test-defense runs just the defender and arbiter
against an existing audit, which is useful after a draft has been revised in response to an earlier
proofreader pass. /diff-proofread compares verdicts between two draft versions to confirm fixes and
surface regressions; a successful repair appears as a verdict transition from (true, unsound) to (true,
sound) on the same result, while a regression appears as the reverse.

Every skill has a rigorous (default) or adversarial mode. The adversarial mode tightens audit
thresholds and biases the arbiter’s tie-breaking against the paper, and is the recommended setting
for the pre-submission “be the harshest reviewer you can” use case the tool is designed for.

4.3 Three design decisions

Three decisions distinguish Proofreader from a single-shot LLM critique of the same paper.

Two-axis verdict The audit reports result truth and proof soundness as independent findings. This
separation matters because a proof can be unsound while its conclusion happens to be correct,
recoverable via a different known argument; the appropriate action in that case is a proof rewrite,
not theorem restatement. Conflating the two axes both wastes effort on counterexamples that cannot
exist and produces briefs that overstate the severity of the underlying issue. The two-axis verdict is
also a precondition for the counterexample feedback loop described below.

Calibration filter Before flagging any proof gap, the audit checks whether the missing step is
in fact deferred to a companion technical report, follows from a standard prior result, or is a
presentation omission with no logical consequence. This filter targets the single most common class
of false positive observed during retrospective screening: surface-level “proof gaps” that are in fact
appropriate elisions of well-known machinery. The pattern library that informs the filter is open
and extensible; authors working in a subfield with its own canonical results can register additional
standard results without modifying the core audit.



Counterexample feedback loop When the counterexample search returns no instance within
its budget, the audit is reclassified to (likely_true, unsound) and re-runs with focus on the proof’s
specific invalid step rather than continuing to seek a counterexample that does not exist. This loop
is what allows Proofreader to distinguish a broken proof of a salvageable result from a result that
is itself wrong. The two findings look identical to a single-shot critique but call for very different
author responses.

4.4 Flaw-pattern families

The audit’s flaw recognition is grounded in empirically derived pattern families distilled from issues
in the screening corpus that informed Proofreader’s development:

* Incorrect formulas: algebraic errors, sign/condition inversions, or formula misstatements in
derivations.

* Proof gaps: unstated assumptions, logical leaps, or dangling references in mathematical
reasoning.

* Missing preconditions: implicit behavioral or environment assumptions that are required for
correctness but omitted from the formal model.

* False independence: treating dependent variables or reconvergent execution paths as statisti-
cally or logically independent.

* Incomplete case analysis: omitting key execution branches, state combinations, or boundary
conditions.

* Quantifier and notation issues: scope misstatements, off-by-one index boundaries, or incon-
sistent notation between proofs and theorems.

These represent key logical vulnerability classes, allowing the tool to target specific mathematical
structures rather than relying on generic feedback.

Pluggable domain packs extend pattern coverage to subfields beyond classical scheduling. A
starter pack for network calculus ships with the plugin; packs for control-theoretic bounds, proba-
bilistic real-time, DAG-parallel scheduling, and hardware-shared-resource analysis are contribution-
welcome.

5 Case Study

As a preliminary stress test, we have run early versions of Proofreader retrospectively on substan-
tial portions of the publication corpora of several established real-time-systems researchers (see
Acknowledgements). The pipeline emits a non-trivial number of candidate findings on this corpus.
We intentionally defer reporting aggregate statistics in this first version: pipeline-emitted findings
are LLM verdicts, not human-confirmed flaws, and reporting raw flag counts without that distinction
would be more misleading than informative. Human-driven validation of these candidates is ongoing
and will be reported separately once the verdicts have been reviewed by domain experts (in many
cases, the original authors themselves).

The credibility of an automated screening tool ultimately rests on whether it catches issues that
the original authors themselves agree are real. We therefore focus on a single case study whose
finding has been independently acknowledged by the original author, demonstrating that the tool
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can recover a real defect that human peer review missed. The flaw was identified by Proofreader
when applied retrospectively, and has since been acknowledged on the author’s public errata list [4].

Missing totality constraint in an ILP schedulability formulation

The schedulability analysis of [3] formulates the problem as an integer linear program that uses
binary ordering variables x;; to encode the relative order of jobs i and j on the same processor.
The published encoding constrains z;; + z;; < 1 (anti-symmetry: at most one direction holds) but
does not enforce totality, z;; + x;; = 1 (exactly one direction holds). Without totality, the solver
can assign both ordering variables to zero, leaving the corresponding demand-bound constraints
vacuously inactive. The ILP then accepts instances that are in fact unschedulable.

audit-proof flagged the missing totality constraint as a missing-precondition issue (Pattern family
3): a structural condition the encoding’s correctness silently depends on but the published formula-
tion does not state. find-counterexample then constructed a minimal counterexample: two jobs on a
single processor with C' = (3, 3) and common deadline 5. Direct enumeration shows the instance
is unschedulable (the later-finishing job completes at ¢ = 6 > 5), but the published ILP under
the assignment x15 = x9; = 0 satisfies all constraints. The fix is one line: z;; + z;; = 1 for every
contended job pair.

The issue has since been acknowledged on the author’s public errata list [4], which describes a
related symptom (“a subtle error occurs when multiple jobs on the same processor have the same start
time”) and points to a corrected ILP formulation in Appendix A of Ben Amor’s dissertation [14]. At
the time of Proofreader’s first run, the issue was not on the errata page; the audit therefore recovered
a flaw the author has independently confirmed. The case illustrates the operative workflow: audit-
proof’s empirically grounded pattern library recognizes the kind of silent encoding-correctness
assumption that human review can also miss. find-counterexample produces a small, independently
verifiable artifact (the two-job instance) a reviewer can mechanically check, and the issue itself maps
to a one-line correction the author could have made before publication if a tool like Proofreader had
been available at the time.

We note that the errata’s framing (coincident start times) and Proofreader’s framing (a missing
totality constraint z;; + x;; = 1) are two views of the same underlying defect: without totality, the
ILP admits an assignment in which neither job is committed to precede the other, which is exactly
the regime in which coincident start times become indistinguishable from any other order.

6 Scope and Limitations

Proofreader performs an informal audit: it screens, but does not certify. Its output is stochastic and
neither sound nor complete. In other words, it can flag results as flawed erroneously, and it can
miss flaws in papers entirely. Nonetheless, our experience has been that Proofreader is useful, as
evidenced by independently identifying proof flaws that have been confirmed by respected authors
in our community.

A formal audit, by contrast, is what mechanized proof checkers such as Lean, Rocq, and Isabelle
provide, along with LLM-integrated tooling such as Lean Copilot [15] (which automates a reported
74.2% of proof steps on average against the AESOP baseline). These tools verify a proof is correct
in a machine-checkable sense. However, translating pen-and-paper proofs into the form such tools
require is a significant effort beyond the scope of Proofreader. We therefore differentiate formal proof
checking, which is rigorous and provable, from the informal proof reading Proofreader performs,



which can provide valuable feedback, but is inherently fallible. Proofreader is a tool for the latter,
not the former.

There are also general writing-quality review tools based on LLMs that can improve grammar,
clarity, and presentation. These can be valuable but are orthogonal to Proofreader’s focus on technical
correctness, and so are intentionally not integrated with our plugin. Our plugin originated as a
proofreader for real-time systems papers, and the flaw patterns it recognizes are grounded in that
domain. Additional patterns and domain context are welcome to extend coverage to other subfields,
but no evaluations outside of real-time computing have been performed thus far.

7 Availability and Use

Proofreader is open-source (MIT license) and distributed as a Claude Code plugin.? Typical use
is a single invocation of /proofread my-draft.pdf (or .tex); the tool produces a Markdown report
plus per-finding briefs in the author’s working directory. When the input is LaTeX source, theorem-
environment boundaries, label/ref topology, and math notation are parsed with full fidelity, an
advantage over PDF extraction. Findings can be injected back into a LaTeX source as inert %
comments that do not affect the rendered PDF, so the author addresses them in their normal editor
workflow.

Beyond the orchestrated full pipeline, common uses include auditing a single proof the author
has just written (audit-proof on Theorem N with the statement and proof provided inline) and
comparing two draft versions to confirm a flagged issue was actually fixed (/diff-proofread between
revisions, which surfaces regressions and verdict transitions such as a successful proof rewrite that
preserved the claim while fixing soundness).

8 Conclusion

We have presented Proofreader, an open-source Claude Code plugin that structures pre-submission
self-review of formal proof-based papers as a pipeline of context-sharing skills and context-isolated
subagents, with a defender/arbiter chain that adjudicates audit findings and an agentic counterex-
ample search that produces independently verifiable violating instances. Applied retrospectively to a
published ILP schedulability formulation, Proofreader identified a missing totality constraint that
the author has since acknowledged via errata, recovering a defect that prior peer review missed.
Broader empirical validation against the publication corpora of several established real-time-systems
researchers is ongoing and will be reported separately, together with domain packs that extend
pattern coverage beyond classical scheduling. We hope that Proofreader encourages authors to
subject their own drafts to the harshest plausible scrutiny before reviewers do.
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can produce useful outputs. LLMs cannot yet be fully trusted to produce flawless work, but the
results of this paper demonstrate that humans can’t yet be fully trusted, either. Nonetheless the
combination of the two when used critically and collaboratively can be more effective than either
alone. We hope that Proofreader is a step in that direction.
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